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Figure 1. A schematic illustration introducing OpenSWPC 
software (Maeda et al., 2017). OpenSWPC packages not 
only high-performance wavefield computation but also 
complex model building and I/O processing, enabling 
advanced seismic wave simulations even for non-experts.
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OpenSWPC (Open-source Seismic Wave Propagation Code) now runs four-to-six times 
faster on GPU clusters, while retaining its ease of use and high performance on CPUs. 

Development of a high-speed parallel seismic wave propagation 
calculation code that runs on both the CPU and GPU
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r40z = 9.0 / 8.0
r41z = 1.0 / 24.0

do j=1, ny
do i=1, nx

 do k=1, nz
     dzVz = (Vz(k  ,i,j) - Vz(k-1,i,j)) * r40z &
          - (Vz(k+1,i,j) - Vz(k-2,i,j)) * r41z 
 end do
end do

end do

do concurrent(j=1:ny,i=1:nx,k=1:nz) 
  dzVz = (Vz(k  ,i,j) - Vz(k-1,i,j)) * r40z &
       - (Vz(k+1,i,j) - Vz(k-2,i,j)) * r41z 
end do

!$acc enter data(Vz) !" explicit data transfer

!$acc kernels present(Vz)
!$acc loop independent collapse(3)
do j=1, ny
do i=1, nx

 do k=1, nz
     dzVz = (Vz(k  ,i,j) - Vz(k-1,i,j)) * r40z &
          - (Vz(k+1,i,j) - Vz(k-2,i,j)) * r41z 
 end do
end do

end do
!$acc end kernels

Standard Parallelization

• do concurrent blocks are automatically 
offloaded to GPU.

• Managed Memory technology handles 
CPU-GPU data transfers automatically.

• Easy, but users cannot control transfers, 
causing MPI data exchange issues. 

• May show limited performance on 
CPUs with standard compilers.

OpenACC with explicit data transferThe original code

• OpenACC directive-based GPU offloading.
• Users can select whether to use the 

managed memory (this case not). 
• Easy to switch to CPU computation with 

OpenMP through preprocessor macros.
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Modern GPGPU programming models beyond CUDA

Target calculation in this example

A staggered-grid finite difference method 
(FDM) evaluation of the derivative with 
respect to space

Our Choice: 
OpenACC with explicit data transfer

Algorithmic optimization for both CPU and GPU architectures OpenSWPC requires second-order FDM on and around free surface and seafloor to retain the boundary condition, which is a challenge in high-performance computing.   

r40z = 9.0 / 8.0; r41z = 1.0 / 24.0
do j=1, ny
 do i=1, nx

  do k=1, nz !" First evaluate all of k-indices
   dzVz(k) = (Vz(k  ,i,j) - Vz(k-1,i,j)) * r40z &
                 - (Vz(k+1,i,j) - Vz(k-2,i,j)) * r41z 
  end do
  do k=kfs_b(i,j), kfs_e(i,j)  !" overwrite around the boundary
   dzVz(k) = (Vz(k,i,j) - Vz(k-1,i,j)) / dz
  end do
  do k=1, nz !" Update stress components
        Szz(k,i,j) = Szz(k,i,j) + lambda(k,i,j) * dzVz(k) + ..%
   end do

 end do
end do

(A) The original code, tuned for modern CPUs

!$acc kernels present(Vz, Szz, lambda)
!$acc loop independent collapse(3)
do j=1, ny
 do i=1, nx
  do k=1, nz !" First evaluate all of k-indices

   dzVz = (Vz(k  ,i,j) - Vz(k-1,i,j)) * r40z &
              - (Vz(k+1,i,j) - Vz(k-2,i,j)) * r41z 
         if( kfs_b(i,j) <' k .and. k <'kfs_e(i,j) ) then
           dzVz = (Vz(k,i,j) - Vz(k-1,i,j)) / dz
         end if

 Szz(k,i,j) = Szz(k,i,j) + lambda(k,i,j) * dzVz + ..%
   end do
 end do
end do
!$acc end kernels

(B) Code tuned for GPU with OpenACC

• Works seamlessly both at CPUs and GPUs
• IF statement inside the nested loop slows down at CPU

• Highly optimized for CPU w/ SIMD and software pipelining
• Unknown innermost loop length: Cannot be compiled for GPU

rc40x = 17.0 / 16.0 / dx; rc41x =  1.0 / 48.0 / dx
rd40x = -1.0 / 16.0 / dx; rd41x = -1.0 / 48.0 / dx

!$acc kernels present(Vz, Szz, lambda)
!$acc loop independent collapse(3)
do j=1, ny
  do i=1, nx
    do k=1, nz
      c = sign(1, (k - kfs_b(i,j)) * (kfs_e(i,j) - k)) !" 1 or -1
  re40z = rc40x + c * rd40x; re41x = rc41x + c * rd41x 
  dzVz = (Vz(k  ,i,j) - Vz(k-1,i,j)) * re40z &
           - (Vz(k+1,i,j) - Vz(k-2,i,j)) * re41z 
      Szz(k,i,j) = Szz(k,i,j) + lambda(k,i,j) * dzVz + ..%  

end do
  end do
end do
!$acc end kernels

(C) A new algorithm for both of CPU and GPU

Quadruple parallelization scheme adopted in this study Implementation to OpenSWPC version 25.05

• Replaced an if-statement in the loop with algebraic operations.
• Mathematically equivalent to algorithms (A) and (B)
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(a) CPU (A64FX @ Wisteria/Odyssey) (b) GPU (NVIDIA A100 @ Wisteria/Aquarius)

Model size (grids) Model size (grids)

Motivation

2016 2017 2018 2019 2020 2021 2022 2023 2024 2025 2026 2027 2028 2029 2030
Oakforest-PACS 

(CPU: 68 Core x 8208 Node)
Oakbridge-CX 

(CPU: 28 Core x 2736 Node)
Wisteria/BDEC Odyssey 

(CPU 48 Core x 7680 Node)
OFP-II Miyabi 

(GPU: NVIDIA H100 x 1120 Node)
BDEC-02

GPU+CPU(?)

Table 1. History and future plans of supercomputers operated by the Supercomputing Division, 
Information Technology Center, the University of Tokyo.

• Supercomputers are now shifting from CPUs to GPUs, and our community 
code OpenSWPC must follow this trend.

• On the other hand, our priority has always been its portability from laptops 
to supercomputers, including CPU performance.
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Figure 5. Performance evaluation of the essential part of the FDM code using the three algorithms shown on the left. 
(a) Computation time on the Fujitsu A64FX CPU of Wisteria BDEC-01/Odyssey. (b) Same on the NVIDIA A100 GPU of 
Wisteria BDEC-01/Aquarius. Note that code (A) cannot run on the GPU due to GPGPU limitations.
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Figure 3. Benchmark of OpenSWPC with grid size 1024³ and 1000 timesteps on various 
computational environments. (Left) Computation time vs. number of processor units. (Right) Same 
as left but vs. memory bandwidth normalized by the required memory size for the computation.

Figure 4. Example of 3D simulation result. 
Remarkably, the computation completed in 
just one minute to reach this 18-second 
snapshot, including data output.

1379 s 
w/ 2CPUs

2.3 s 
w/ 256GPUs

• Excellent strong scaling: 
Computation time decreases nearly 
inversely with the number of GPUs 
(or CPUs).

• GPU computation is four to six times 
faster than CPU computation with 
the same number of processors.

• The performance difference is 
explained by the memory bandwidth 
difference, suggesting that the new 
GPU code fully utilizes the available 
memory bandwidth.

• The code is available for free

https:/"github.com/OpenSWPC/OpenSWPC

For data I/O: 
• OpenMP across CPU cores
• Message Passing Interface (MPI) 

across memories of different CPUs

For fast calculation: 
• OpenACC on GPUs
• Cuda-aware MPI across memories of 

different GPUs
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OpenMP parallelization 
across O(100–101) cores

OpenACC parallelization
Across O(103–103) cores

Message Passing Interface (MPI) Cuda-aware MPI
Figure 2. Schematic illustration of CPU and GPU architectures, 
their memory systems, and inter-node data communication protocols.
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